Assessment in Medical Education

Ronald M. Epstein, M.D.

As an attending physician working with a student for a week, you receive a form that asks you to evaluate the student’s fund of knowledge, procedural skills, professionalism, interest in learning, and “systems-based practice.” You wonder which of these attributes you can reliably assess and how the data you provide will be used to further the student’s education. You also wonder whether other tests of knowledge and competence that students must undergo before they enter practice are equally problematic.

In one way or another, most practicing physicians are involved in assessing the competence of trainees, peers, and other health professionals. As the example above suggests, however, they may not be as comfortable using educational assessment tools as they are using more clinically focused diagnostic tests. This article provides a conceptual framework for and a brief update on commonly used and emerging methods of assessment, discusses the strengths and limitations of each method, and identifies several challenges in the assessment of physicians’ professional competence and performance.

Competence and Performance

Elsewhere, Hundert and I have defined competence in medicine as “the habitual and judicious use of communication, knowledge, technical skills, clinical reasoning, emotions, values, and reflection in daily practice for the benefit of the individuals and communities being served.”1 In the United States, the assessment of medical residents, and increasingly of medical students, is largely based on a model that was developed by the Accreditation Council for Graduate Medical Education (ACGME). This model uses six interrelated domains of competence: medical knowledge, patient care, professionalism, communication and interpersonal skills, practice-based learning and improvement, and systems-based practice.2

Competence is not an achievement but rather a habit of lifelong learning3; assessment plays an integral role in helping physicians identify and respond to their own learning needs. Ideally, the assessment of competence (what the student or physician is able to do) should provide insight into actual performance (what he or she does habitually when not observed), as well as the capacity to adapt to change, find and generate new knowledge, and improve overall performance.4

Competence is contextual, reflecting the relationship between a person’s abilities and the tasks he or she is required to perform in a particular situation in the real world.5 Common contextual factors include the practice setting, the local prevalence of disease, the nature of the patient’s presenting symptoms, the patient’s educational level, and other demographic characteristics of the patient and of the physician. Many aspects of competence, such as history taking and clinical reasoning, are also content-specific and not necessarily generalizable to all situations. A student’s
clinical reasoning may appear to be competent in areas in which his or her base of knowledge is well organized and accessible but may appear to be much less competent in unfamiliar territory. However, some important skills (e.g., the ability to form therapeutic relationships) may be less dependent on content.

Competence is also developmental. Habits of mind and behavior and practical wisdom are gained through deliberate practice and reflection on experience. Students begin their training at a novice level, using abstract, rule-based formulas that are removed from actual practice. At higher levels, students apply these rules differentially to specific situations. During residency, trainees make judgments that reflect a holistic view of a situation and eventually take diagnostic shortcuts based on a deeper understanding of underlying principles. Experts are able to make rapid, context-based judgments in ambiguous real-life situations and have sufficient awareness of their own cognitive processes to articulate and explain how they recognize situations in which deliberation is essential. Development of competence in different contexts and content areas may proceed at different rates. Context and developmental level also interact. Although all clinicians may perform at a lower level of competence when they are tired, distracted, or annoyed, the competence of less experienced clinicians may be particularly susceptible to the influence of stress.

GOALS OF ASSESSMENT

Over the past decade, medical schools, postgraduate training programs, and licensing bodies have made new efforts to provide accurate, reliable, and timely assessments of the competence of trainees and practicing physicians. Such assessments have three main goals: to optimize the capabilities of all learners and practitioners by providing motivation and direction for future learning, to protect the public by identifying incompetent physicians, and to provide a basis for choosing applicants for advanced training.

Assessment can be formative (guiding future learning, providing reassurance, promoting reflection, and shaping values) or summative (making an overall judgment about competence, fitness to practice, or qualification for advancement to higher levels of responsibility). Formative assessments provide benchmarks to orient the learner who is approaching a relatively unstructured body of knowledge. They can reinforce students’ intrinsic motivation to learn and inspire them to set higher standards for themselves. Although summative assessments are intended to provide professional self-regulation and accountability, they may also act as a barrier to further practice or training.

A distinction should be made between assessments that are suitable only for formative use and those that have sufficient psychometric rigor for summative use. This distinction is especially important in selecting a method of evaluating competence for high-stakes assessments (i.e., licensing and certification examinations). Correspondingly, summative assessments may not provide sufficient feedback to drive learning. However, because students tend to study that which they expect to be tested on, summative assessment may influence learning even in the absence of feedback.

ASSESSMENT METHODS

All methods of assessment have strengths and intrinsic flaws (Table 1). The use of multiple observations and several different assessment methods over time can partially compensate for flaws in any one method. Van der Vleuten describes five criteria for determining the usefulness of a particular method of assessment: reliability (the degree to which the measurement is accurate and reproducible), validity (whether the assessment measures what it claims to measure), impact on future learning and practice, acceptability to learners and faculty, and costs (to the individual trainee, the institution, and society at large).

WRITTEN EXAMINATIONS

Written examination questions are typically classified according to whether they are open-ended or multiple choice. In addition, questions can be “context rich” or “context poor.” Questions with rich descriptions of the clinical context invite the more complex cognitive processes that are characteristic of clinical practice. Conversely, context-poor questions can test basic factual knowledge but not its transferability to real clinical problems.

Multiple-choice questions are commonly used for assessment because they can provide a large number of examination items that encompass many content areas, can be administered in a relatively short period, and can be graded by com-
puter. These factors make the administration of the examination to large numbers of trainees straightforward and standardized. Formats that ask the student to choose the best answer from a list of possible answers are most commonly used. However, newer formats may better assess processes of diagnostic reasoning. Key-feature items focus on critical decisions in particular clinical cases. Script-concordance items present a situation (e.g., vaginal discharge in a patient), add a piece of information (dysuria), and ask the examinee to assess the degree to which this new information increases or decreases the probability of a particular outcome (acute salpingitis due to Chlamydia trachomatis). Because the situations portrayed are ambiguous, script-concordance items may provide insight into clinical judgment in the real world. Answers to such items have been shown to correlate with the examinee’s level of training and to predict future performance on oral examinations of clinical reasoning.

Multiple-choice questions that are rich in context are difficult to write, and those who write them tend to avoid topics — such as ethical dilemmas or cultural ambiguities — that cannot be asked about easily. Multiple-choice questions may also create situations in which an examinee can answer a question by recognizing the correct option, but could not have answered it in the absence of options. This effect, called cueing, is especially problematic when diagnostic reasoning is being assessed, because premature closure — arriving at a decision before the correct diagnosis has been considered — is a common reason for diagnostic errors in clinical practice. Extended matching items (several questions, all with the same long list of possible answers), as well as open-ended short-answer questions, can minimize cueing. Structured essays also preclude cueing. In addition, they involve more complex cognitive processes and allow for more contextualized answers than do multiple-choice questions. When clear grading guidelines are in place, structured essays can be psychometrically robust.

ASSESSMENTS BY SUPERVISING CLINICIANS
Supervising clinicians’ observations and impressions of students over a specific period remain the most common tool used to evaluate performance with patients. Students and residents most commonly receive global ratings at the end of a rotation, with comments from a variety of supervising physicians. Although subjectivity can be a problem in the absence of clearly articulated standards, a more important issue is that direct observation of trainees while they are interacting with patients is too infrequent.

DIRECT OBSERVATION OR VIDEO REVIEW
The “long case” and the “mini–clinical-evaluation exercise” (mini-CEX) have been developed so that learners will be directly observed more frequently. In these assessments, a supervising physician observes while a trainee performs a focused history taking and physical examination over a period of 10 to 20 minutes. The trainee then presents a diagnosis and a treatment plan, and the faculty member rates the resident and may provide educational feedback. Structured exercises with actual patients under the observation of the supervising physician can have the same level of reliability as structured examinations using standardized patients yet encompass a wider range of problems, physical findings, and clinical settings. Direct observation of trainees in clinical settings can be coupled with exercises that trainees perform after their encounters with patients, such as oral case presentations, written exercises that assess clinical reasoning, and literature searches. In addition, review of videos of encounters with patients offers a powerful means of evaluating and providing feedback on trainees’ skills in clinical interactions.

CLINICAL SIMULATIONS
Standardized patients — actors who are trained to portray patients consistently on repeated occasions — are often incorporated into objective structured clinical examinations (OSCEs), which consist of a series of timed “stations,” each one focused on a different task. Since 2004, these examinations have been part of the U.S. Medical Licensing Examination that all senior medical students take. The observing faculty member or the standardized patient uses either a checklist of specific behaviors or a global rating form to evaluate the student’s performance. The checklist might include items such as “asked if the patient smoked” and “checked ankle reflexes.” The global rating form might ask for a rating of how well the visit was organized and whether the student was appropriately empathetic. A minimum of 10 stations, which the student usually visits over the course of 3 to 4 hours, is necessary to achieve
<table>
<thead>
<tr>
<th>Method</th>
<th>Domain</th>
<th>Type of Use</th>
<th>Limitations</th>
<th>Strengths</th>
</tr>
</thead>
<tbody>
<tr>
<td>Written exercises</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Multiple-choice questions in</td>
<td>Knowledge, ability to solve problems</td>
<td>Summative assessments within courses or clerkships; national in-service, licensing, and certification examinations</td>
<td>Difficult to write, especially in certain content areas; can result in cueing; can seem artificial and removed from real situations</td>
<td>Can assess many content areas in relatively little time, have high reliability, can be graded by computer</td>
</tr>
<tr>
<td>either single-best-answer or</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>extended matching format</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Key-feature and script-concordance questions</td>
<td>Clinical reasoning, problem-solving ability, ability to apply knowledge</td>
<td>National licensing and certification examinations</td>
<td>Not yet proven to transfer to real-life situations that require clinical reasoning</td>
<td>Assess clinical problem-solving ability, avoid cueing, can be graded by computer</td>
</tr>
<tr>
<td>Short-answer questions</td>
<td>Ability to interpret diagnostic tests, problem-solving ability, clinical reasoning skills</td>
<td>Summative and formative assessments in courses and clerkships</td>
<td>Reliability dependent on training of graders</td>
<td>Avoid cueing, assess interpretation and problem-solving ability</td>
</tr>
<tr>
<td>Structured essays</td>
<td>Synthesis of information, interpretation of medical literature</td>
<td>Preclinical courses, limited use in clerkships</td>
<td>Time-consuming to grade, must work to establish interrater reliability, long testing time required to encompass a variety of domains</td>
<td>Avoid cueing, use higher-order cognitive processes</td>
</tr>
<tr>
<td>Assessments by supervising clinicians</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Global ratings with comments</td>
<td>Clinical skills, communication, teamwork, presentation skills, organization, work habits</td>
<td>Global summative and sometimes formative assessments in clinical rotations</td>
<td>Often based on second-hand reports and case presentations rather than on direct observation, subjective</td>
<td>Use of multiple independent raters can overcome some variability due to subjectivity</td>
</tr>
<tr>
<td>at end of rotation</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Structured direct observation</td>
<td>Communication skills, clinical skills</td>
<td>Limited use in clerkships and residencies, a few board-certification examinations</td>
<td>Selective rather than habitual behaviors observed, relatively time-consuming</td>
<td>Feedback provided by credible experts</td>
</tr>
<tr>
<td>with checklists for ratings</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>(e.g., mini–clinical-evaluation exercise or video review)</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Oral examinations</td>
<td>Knowledge, clinical reasoning</td>
<td>Limited use in clerkships and comprehensive medical school assessments, some board-certification examinations</td>
<td>Subjective, sex and race bias has been reported, time-consuming, require training of examiners, summative assessments need two or more examiners</td>
<td>Feedback provided by credible experts</td>
</tr>
</tbody>
</table>

Table 1. Commonly Used Methods of Assessment.
## Clinical simulations

<table>
<thead>
<tr>
<th>Standardized patients and objective structured clinical examinations</th>
<th>Some clinical skills, interpersonal behavior, communication skills</th>
<th>Formative and summative assessments in courses, clerkships, medical schools, national licensure examinations, board certification in Canada</th>
<th>Timing and setting may seem artificial, require suspension of disbelief, checklists may penalize examinees who use shortcuts, expensive</th>
<th>Tailored to educational goals; reliable, consistent case presentation and ratings; can be observed by faculty or standardized patients; realistic</th>
</tr>
</thead>
<tbody>
<tr>
<td>Incognito standardized patients</td>
<td>Actual practice habits</td>
<td>Primarily used in research; some courses, clerkships, and residencies use for formative feedback</td>
<td>Requires prior consent, logistically challenging, expensive</td>
<td>Very realistic, most accurate way of assessing clinician’s behavior</td>
</tr>
<tr>
<td>High-technology simulations</td>
<td>Procedural skills, teamwork, simulated clinical dilemmas</td>
<td>Formative and some summative assessment</td>
<td>Timing and setting may seem artificial, require suspension of disbelief, checklists may penalize examinees who use shortcuts, expensive</td>
<td>Tailored to educational goals, can be observed by faculty, often realistic and credible</td>
</tr>
</tbody>
</table>

## Multisource (“360-degree”) assessments

<table>
<thead>
<tr>
<th>Peer assessments</th>
<th>Professional demeanor, work habits, interpersonal behavior, teamwork</th>
<th>Formative feedback in courses and comprehensive medical school assessments, formative assessment for board recertification</th>
<th>Confidentiality, anonymity, and trainee buy-in essential</th>
<th>Ratings encompass habitual behaviors, credible source, correlates with future academic and clinical performance</th>
</tr>
</thead>
<tbody>
<tr>
<td>Patient assessments</td>
<td>Ability to gain patients’ trust; patient satisfaction, communication skills</td>
<td>Formative and summative, board recertification, use by insurers to determine bonuses</td>
<td>Provide global impressions rather than analysis of specific behaviors, ratings generally high with little variability</td>
<td>Credible source of assessment</td>
</tr>
<tr>
<td>Self-assessments</td>
<td>Knowledge, skills, attitudes, beliefs, behaviors</td>
<td>Formative</td>
<td>Do not accurately describe actual behavior unless training and feedback provided</td>
<td>Foster reflection and development of learning plans</td>
</tr>
<tr>
<td>Portfolios</td>
<td>All aspects of competence, especially appropriate for practice-based learning and improvement and systems-based practice</td>
<td>Formative and summative uses across curriculum and within clerkships and residency programs, used by some U.K. medical schools and specialty boards</td>
<td>Learner selects best case material, time-consuming to prepare and review</td>
<td>Display projects for review, foster reflection and development of learning plans</td>
</tr>
</tbody>
</table>
a reliability of 0.85 to 0.90. Under these conditions, structured assessments with the use of standardized patients are as reliable as ratings of directly observed encounters with real patients and take about the same amount of time.

Interactions with standardized patients can be tailored to meet specific educational goals, and the actors who portray the patients can reliably rate students’ performance with respect to history taking and physical examinations. Faculty members who observe encounters with standardized patients can offer additional insights on trainees’ clinical judgment and the overall coherence of the history taking or physical examination. Unannounced standardized patients, who with the examinees’ prior approval present incognito in actual clinical settings, have been used in health services research to evaluate examinees’ diagnostic reasoning, treatment decisions, and communication skills. The use of unannounced standardized patients may prove to be particularly valuable in the assessment of higher-level trainees and physicians in practice.

The use of simulation to assess trainees’ clinical skills in intensive care and surgical settings is on the rise. Simulations involving sophisticated mannequins with heart sounds, respirations, oximeter readings, and pulses that respond to a variety of interventions can be used to assess how individuals or teams manage unstable vital signs. Surgical simulation centers now routinely use high-fidelity computer graphics and hands-on manipulation of surgical instruments to create a multisensory environment. High-technology simulation is seen increasingly as an important learning aid and may prove to be useful in the assessment of knowledge, clinical reasoning, and teamwork.

**Multisource (“360-Degree”) Assessments**

Assessments by peers, other members of the clinical team, and patients can provide insight into trainees’ work habits, capacity for teamwork, and interpersonal sensitivity. Although there are few published data on outcomes of multisource feedback in medical settings, several large programs are being developed, including one for all first- and second-year house officers in the United Kingdom and another for all physicians undergoing recertification in internal medicine in the United States. Multisource feedback is most effective when it includes narrative comments as well as statistical data, when the sources are recognized as credible, when the feedback is framed constructively, and when the entire process is accompanied by good mentoring and follow-up.

Recent studies of peer assessments suggest that when trainees receive thoughtful ratings and comments by peers in a timely and confidential manner, along with support from advisers to help them reflect on the reports, they find the process powerful, insightful, and instructive. Peer assessments have been shown to be consistent regardless of the way the raters are selected. Such assessments are stable from year to year and predict subsequent class rankings as well as subsequent ratings by supervisors. Peer assessments depend on trust and require scrupulous attention to confidentiality. Otherwise they can be undermining, destructive, and divisive.

Although patients’ ratings of clinical performance are valuable in principle, they pose several problems. As many as 50 patient surveys may be necessary to achieve satisfactory reliability. Patients who are seriously ill often do not complete surveys; those who do tend to rate physicians less favorably than do patients who have milder conditions. Furthermore, patients are not always able to discriminate among the elements of clinical practice and their ratings are typically high. These limitations make it difficult to use patient reports as the only tool for assessing clinical performance. However, ratings by nurses can be valuable. Such ratings have been found to be reliable with as few as 6 to 10 reports and they correlate with both patients’ and faculty members’ ratings of the interpersonal aspects of trainees’ performance.

Fundamental cognitive limitations in the ability of humans to know themselves as others see them restrict the usefulness of self-assessment. Furthermore, rating oneself on prior clinical performance may not achieve another important goal of self-assessment: the ability to monitor oneself from moment to moment during clinical practice. A physician must possess this ability in order to meet patients’ changing needs, to recognize the limits of his or her own competence, and to manage unexpected situations.

**Portfolios**

Portfolios include documentation of and reflection about specific areas of a trainee’s competence. This evidence is combined with self-reflection.
In medicine, just as in the visual arts, portfolios demonstrate a trainee’s development and technical capacity. They can include chart notes, referral letters, procedure logs, videotaped consultations, peer assessments, patient surveys, literature searches, quality-improvement projects, and any other type of learning material. Portfolios also frequently include self-assessments, learning plans, and reflective essays. For portfolios to be maximally effective, close mentoring is required in the assembly and interpretation of the contents; considerable time can be expended in this effort. Portfolios are most commonly used in formative assessments, but their use for summative evaluations and high-stakes decisions about advancement is increasing.\textsuperscript{20}

**CHALLENGES IN ASSESSMENT**

**NEW DOMAINS OF ASSESSMENT**
There are several domains in which assessment is in its infancy and remains problematic. Quality of care and patient safety depend on effective teamwork,\textsuperscript{62} and teamwork training is emphasized as an essential element of several areas of competence specified by the ACGME, yet there is no validated method of assessing teamwork. Experts do not agree on how to define professionalism — let alone how best to measure it.\textsuperscript{63} Dozens of scales that rate communication are used in medical education and research,\textsuperscript{64} yet there is little evidence that any one scale is better than another; furthermore, the experiences that patients report often differ considerably from ratings given by experts.\textsuperscript{65}

**MULTIMETHOD AND LONGITUDINAL ASSESSMENT**
The use of multiple methods of assessment can overcome many of the limitations of individual assessment formats.\textsuperscript{8,22,36,66} Variation of the clinical context allows for broader insights into competence, the use of multiple formats provides greater variety in the areas of content that are evaluated, and input from multiple observers provides information on distinct aspects of a trainee’s performance. Longitudinal assessment avoids excessive testing at any one point in time and serves as the foundation for monitoring ongoing professional development.

In the example at the beginning of this article, a multimethod assessment might include direct observation of the student interacting with several patients at different points during the rotation, a multiple-choice examination with both “key features” and “script-concordance” items to assess clinical reasoning, an encounter with a standardized patient followed by an oral examination to assess clinical skills in a standardized setting, written essays that would require literature searches and synthesis of the medical literature on the basic science or clinical aspects of one or more of the diseases the student encountered, and peer assessments to provide insights into interpersonal skills and work habits.

The combination of all these results into a portfolio resembles the art of diagnosis; it demands that the student synthesize various bits and types of information in order to come up with an overall picture. Although a few medical schools have begun to institute longitudinal assessments that use multiple methods,\textsuperscript{8} the best way to deal with the quantity and the qualitatively different types of data that the process generates is not yet clear. New ways of combining qualitative and quantitative data will be required if portfolio assessments are to find widespread application and withstand the test of time.

**STANDARDIZATION OF ASSESSMENT**
Although accrediting organizations specify broad areas that the curriculum should cover and assess, for the most part individual medical schools make their own decisions about methods and standards of assessment. This model may have the advantage of ensuring consistency between the curriculum and assessment, but it also makes it difficult to compare students across medical schools for the purpose of subsequent training.\textsuperscript{67} The ideal balance between nationally standardized and school-specific assessment remains to be determined. Furthermore, within a given medical school, all students may not require the same package of assessments — for example, initial screening examinations may be followed by more extensive testing for those who have difficulties.

**ASSESSMENT AND LEARNING**
It is generally acknowledged that assessment drives learning; however, assessment can have both intended and unintended consequences.\textsuperscript{22} Students study more thoughtfully when they anticipate certain examination formats,\textsuperscript{68} and changes in the format can shift their focus to clinical rather than theoretical issues.\textsuperscript{69} Assessment by peers seems
to promote professionalism, teamwork, and communication. The unintended effects of assessment include the tendency for students to cram for examinations and to substitute superficial knowledge for reflective learning.

**Assessment of Expertise**

The assessment of trainees and physicians who have higher levels of expertise presents particular challenges. Expertise is characterized by unique, elaborated, and well-organized bodies of knowledge that are often revealed only when they are triggered by characteristic clinical patterns. Thus, experts who are unable to access their knowledge in artificial testing situations but who make sound judgments in practice may do poorly on some tests that are designed to assess communication skills, knowledge, or reasoning. Furthermore, clinical expertise implies the practical wisdom to manage ambiguous and unstructured problems, balance competing explanations, avoid premature closure, note exceptions to rules and principles, and — even when under stress — choose one of the several courses of action that are acceptable but imperfect. Testing either inductive thinking (the organization of data to generate possible interpretations) or deductive thinking (the analysis of data to discern among possibilities) in situations in which there is no consensus on a single correct answer presents formidable psychometric challenges.

**Assessment and Future Performance**

The evidence that assessment protects the public from poor-quality care is both indirect and scarce; it consists of a few studies that show correlations between assessment programs that use multiple methods and relatively crude estimates of quality such as diagnostic testing, prescribing, and referral patterns. Correlating assessment with future performance is difficult not only because of inadequacies in the assessment process itself but also because relevant, robust measures of outcome that can be directly attributed to the effects of training have not been defined. Current efforts to measure the overall quality of care include patient surveys and analyses of institutional and practice databases. When these new tools are refined, they may provide a more solid foundation for research on educational outcomes.

**Conclusions**

Considering all these challenges, current assessment practices would be enhanced if the principles summarized in Table 2 were kept clearly in mind. The content, format, and frequency of assessment, as well as the timing and format of feedback, should follow from the specific goals of the medical education program. The various domains of competence should be assessed in an integrated, coherent, and longitudinal fashion with the use of multiple methods and provision of frequent and constructive feedback. Educators should be mindful of the impact of assessment on learning, the potential unintended effects of assessment, the limitations of each method (including cost), and the prevailing culture of the program or institution in which the assessment is occurring.

Assessment is entering every phase of professional development. It is now used during the medical school application process, at the start of residency training, and as part of the “main-
tenance of certification requirements that several medical boards have adopted. Multiple methods of assessment implemented longitudinally can provide the data that are needed to assess trainees’ learning needs and to identify and remediate suboptimal performance by clinicians. Decisions about whether to use formative or summative assessment formats, how frequently assessments should be made, and what standards should be in place remain challenging. Educators also face the challenge of developing tools for the assessment of qualities such as professionalism, teamwork, and expertise that have been difficult to define and quantify.

No potential conflict of interest relevant to this article was reported.

I thank Tana Grady-Weliky, M.D., Stephen Lurie, M.D., Ph.D., John McCarthy, M.S., Anne Nofziger, M.D., and Denham Ward, M.D., Ph.D., for helpful suggestions.